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Two Paradigms of Symbolic Music Generation

Text-based Image-based
« Treat music like text 4 Treat music like images N
« Sharing models with natural + Sharing models with computer vision
language processing (NLP) (CV) & computer graphics (CG)
- RNNSs, LSTMs, Transformers, etc. \ - GANs, VAEs, diffusion models, etc. Y

Program_change 0,

Note on 60, Time shift 2,
Note on_60, Time shift 2,
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Today's topic!
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Piano Roll Representation



Piano Rolls

: ' RS P iy K.
P

ORI
: ! s34y AT ) THERE’S

' l 4108 S B

i T

| Laed e L]

bt e i i

(Source: Tangerineduel)

(Source: Draconichiaro)

Draconichiaro, CC By-SA 4.0, via Wikimedia Commons
Tangerineduel, CC By-SA 4.0, via Wikimedia Commons
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https://commons.wikimedia.org/wiki/File:PlayerPianoRoll.jpg
https://commons.wikimedia.org/wiki/File:Mastertouch_Piano_Roll_Australian_Dance_Gems.jpg

Player Pianos

youtu.be/07krQ661fok
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Piano Roll Representation

Brightness represents the
MIDI velocity (dynamic)
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A time step is the
minimum note length
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Piano Roll Representation
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Reusable Pattern Detectors

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan



Reusable Pattern Detectors
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Why Piano Rolls?
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time (beat)

Many musical patterns like melodies, chords, scales and arpeggios
are translational invariant in the temporal and pitch axes

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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MuseGAN: A GAN for Pianorolls (bong et al., 2018)

The generator improves over time So does the discriminator!
>

step0(A)  step 700 (B) step 2500 (C)

step 6000 (D) step 7900 (E)

(Source: Dong et al., 2018)

Hao-Wen Dong, Wen-Yi Hsiao, Li-Chia Yang, and Yi-Hsuan Yang, “MuseGAN: Multi-track Sequential Generative Adversarial Networks for Symbolic Music Generation and
Accompaniment,” AAAI, 2018.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Generative Adversarial Nets (GANS)
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Discriminative

Discriminative models learn
the decision boundary

P(ylx)

Hao-Wen Dong, Music an

Discriminative vs Generative Models

Generative

OO0 O
o 900

Generative models learn the
underlying distribution

P(x) or P(x|y)

d Al (PAT 463/563), University of Michigan
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Generating Data from a Random Distribution

Random distribution Data distribution
O o ©
500 O o
O O olle) e
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P(2) P(x)

If we can learn this mapping, we can then
generate new samples from the data distribution

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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A Loss Function for Distributions

Random distribution

Data distribution

P(%) P(x)

Unfortunately, no easy way to
measure the difference from samples

But what about another neural network!?
15
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Generative Adversarial Nets (GANS) (Goodfellow et al., 2014)

The generator aims to make the fake
samples indistinguishable from the
real samples for the discriminator The discriminator aims to
: tell the fake samples
from real samples

Random noise Fake samples
@ S 1 62 \ Real/fake
X~DPx

Real samples

lan J. Goodfellow, Jean Pouget-Abadie, Mehdi Mirza, Bing Xu, David Warde-Farley, Sherjil Ozair, Aaron Courville, and Yoshua Bengio, “Generative Adversarial Networks,” NeurlPS, 2014. 16
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https://arxiv.org/pdf/1406.2661

Generative Adversarial Nets (GANSs): Training

The generator aims to make the fake
samples indistinguishable from the
real samples for the discriminator The discriminator aims to
: tell the fake samples
from real samples

Random noise Fake samples .
h
Gen 1 6(2) Real/fake
log(1 — Dis (Genz)4 @

X~Px Dis(x)')f log(DiS

ause
--------
------
........
anns
...............
...............
...................................

Adversary!

.,
.,
g
g
‘e
g
‘.

lan J. Goodfellow, Jean Pouget-Abadie, Mehdi Mirza, Bing Xu, David Warde-Farley, Sherjil Ozair, Aaron Courville, and Yoshua Bengio, “Generative Adversarial Networks,” NeurlPS, 2014. 17
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https://arxiv.org/pdf/1406.2661

Generative Adversarial Nets (GANS): Generation

Random noise Fake samples

A 4

z~pz |- Gen G(z) \\I Real/fake

5/00 X~Px /
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o O
OO

lan J. Goodfellow, Jean Pouget-Abadie, Mehdi Mirza, Bing Xu, David Warde-Farley, Sherjil Ozair, Aaron Courville, and Yoshua Bengio, “Generative Adversarial Networks,” NeurlPS, 2014. 18
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Deep Convolutional GANs (DCGANS) (Radford et al., 2014)

Use CNNs for both the
generator and discriminator

Random noise Fake samples

G(z)

X~Px

\ 4

Real samples

=

Stride 2

CONV 3 64

Transposed convolutional layers

CONV 4

Alec Radford, Luke Metz, and Soumith Chintala, “Unsupervised Representation Learning with Deep Convolutional Generative Adversarial Networks,” ICLR, 2016.
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https://arxiv.org/pdf/1511.06434

Generating Music using GANS
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MidiNet (vang et al., 2017)

Conditioner CNN
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Generator CNN Discriminator CNN

(Source: Yang et al., 2017)

Li-Chia Yang, Szu-Yu Chou, and Yi-Hsuan Yang, “MidiNet: A Convolutional Generative Adversarial Network for Symbolic-domain Music Generation,” ISMIR, 2017.
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MidiNet (vang et al., 2017)
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(Source: Yang et al., 2017)

Generate the next measure given the previous one
(measure by measure)

Li-Chia Yang, Szu-Yu Chou, and Yi-Hsuan Yang, “MidiNet: A Convolutional Generative Adversarial Network for Symbolic-domain Music Generation,” ISMIR, 2017.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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MidiNet (vang et al., 2017)

Epoch 1

Epoch 5

Epoch 10

Epoch 15

Epoch 20

Ground
truth

(Source: Yang et al., 2017)

Li-Chia Yang, Szu-Yu Chou, and Yi-Hsuan Yang, “MidiNet: A Convolutional Generative Adversarial Network for Symbolic-domain Music Generation,” ISMIR, 2017.
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MuseGAN (Dong et al., 2018)

Representation
< 4 beé r$I . ==
A
84 _: RN
pitches | E - = = = F
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96 time steps A 4x96x84x5 tensor!

5 tracks

A training sample

Hao-Wen Dong, Wen-Yi Hsiao, Li-Chia Yang, and Yi-Hsuan Yang, “MuseGAN: Multi-track Sequential Generative Adversarial Networks for Symbolic Music Generation and

Accompaniment,” AAA/, 2018.
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MuseGAN (Dong et al., 2018)
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Hao-Wen Dong, Wen-Yi Hsiao, Li-Chia Yang, and Yi-Hsuan Yang, “MuseGAN: Multi-track Sequential Generative Adversarial Networks for Symbolic Music Generation and
Accompaniment,” AAA/, 2018.
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MuseGAN (Dong et al., 2018)

Examples of
generated music

The generator improves over time :
>
bass |-l oo _ L . I e
drum Eeemssit e 0 |
guitar T e 8 i
strings o S = S Eess— ————————————
piano I r = | I e e g
step 0 (A) step 700 (B) step 2500 (C) step 6000 (D) step 7900 (E)
(Source: Dong et al., 2018)

Accompaniment,” AAAI, 2018.

Hao-Wen Dong, Wen-Yi Hsiao, Li-Chia Yang, and Yi-Hsuan Yang, “MuseGAN: Multi-track Sequential Generative Adversarial Networks for Symbolic Music Generation and

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Diffusion Models

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Autoencoders

* A neural network where the input and output are the same
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Autoencoders: Reconstruction Examples

original original original original original

reconstructed reconstructed reconstructed reconstructed

Reconstructed i

original original original original

Original

reconstructed

e

reconstructed reconstructed

Reconstructed

(Source: tensorflow.org)
tensorflow.org/tutorials/generative/autoencoder

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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https://www.tensorflow.org/tutorials/generative/autoencoder

Denoising Autoencoders (Pascal et al., 2008)

original + noise onginal + noise

reconstructed reconstructed

Reconstructed .

original + noise

original + noise original 4+ noise  original + noise

reconstructed reconstructed reconstructed

] 0

onginal + noise

Denoising autoencoders
learn to reconstruct
noisy inputs

original + noise

original + noise

original + noise

Noisy
reconstructed reconstructed
Reconstructed
(Source: tensorflow.org)
tensorflow.org/tutorials/generative/autoencoder

Pascal Vincent, Hugo Larochelle, Yoshua Bengio, and Pierre-Antoine Manzagol, “Extracting and Composing Robust Features with Denoising Autoencoders,” ICML, 2008.
Pascal Vincent, Hugo Larochelle, Isabelle Lajoie, Yoshua Bengio, and Pierre-Antoine Manzagol, “Stacked Denoising Autoencoders: Learning Useful Representations in a Deep Network
with a Local Denoising Criterion,” PMLR, 11(110):3371-2408, 2010.
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Generating Data from a Random Distribution

Random distribution Data distribution
O o ©
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If we can learn this mapping, we can then
generate new samples from the data distribution

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Diffusion Models (Ho et al., 2020)

- Intuition: Many denoising autoencoders stacked together

Denoising
Pe Xt— 1|Xt
@ H H @ @ H . . . H
Xt|xt 1) :
DIfoSIOn (Source: Ho et al., 2020)

Jonathan Ho, Ajay Jain, and Pieter Abbeel, “Denoising Diffusion Probabilistic Models,” NeurlPS, 2020.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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https://arxiv.org/abs/2006.11239

Diffusion Models - Training

- Intuition: Many denoising autoencoders stacked together

MSE loss

q(x¢|x¢—1)

\ DifoSiOn (Source: Ho et al., 2020)

Qan
%4

Added noise

Jonathan Ho, Ajay Jain, and Pieter Abbeel, “Denoising Diffusion Probabilistic Models,” NeurlPS, 2020.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Diffusion Models (Ho et al., 2020)

- Intuition: Many denoising autoencoders stacked together

Remove noise gradually
(Backward diffusion process)

Usually, T > 1000

\‘_—’

PeXt1|Xt
SR T

(Source: Ho et al., 2020)

Add noise gradually
(Forward diffusion process)

Jonathan Ho, Ajay Jain, and Pieter Abbeel, “Denoising Diffusion Probabilistic Models,” NeurlPS, 2020.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Diffusion Models - Generation

Remove noise gradually
(Backward diffusion process)

Mo gt
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i
- . " 5
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e

Coarse shapes Fine detalls
(low-frequency components) (high-frequency components)

(Source: Ho et al., 2020)

Jonathan Ho, Ajay Jain, and Pieter Abbeel, “Denoising Diffusion Probabilistic Models,” Neur/PS, 2020.
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Generating Music using Diffusion Models
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Polyffusion (Min et al., 2023)

qQ(Xelxp-1)

e ey me—iS i = Sy e s

Po(Xx¢-11x¢)

(Source: Min et al., 2023)

polyffusion.github.io

Lejun Min, Junyan Jiang, Gus Xia, and Jingwei Zhao, “Polyffusion: A Diffusion Model for Polyphonic Score Generation with Internal and External Controls,” ISMIR, 2023.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Cascaded Diffusion Models (wang et al., 2024)

Stage 1: Form Generation

Stage 2: Reduced Lead Sheet Generation

Up to 256 measures

Hierarchical Music Languages

I:I Form

I | Reduced Lead Sheet

128Abeats
| |
|| IJ I o ;"";td-":i' ............. :'
_____ l_----JXN L

b

Stage 3: Lead Sheet Generation

Stage 4: Accompaniment Generation

128 steps

128 steps
——

I:l Lead sheet

I:l Accompaniment

Current Generation Segments

Generated/Known Segments

Gaussian Noise
EEE| 8 | s |

External Controls
000

Diffusion Models

Backbone model

Cross-attn. for
_O- autoregressive control
i Cross-attn. for external
“# " control (optional)

(Source: Wang et al., 2024)

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan

Ziyu Wang, Lejun Min, and Gus Xia, “Whole-Song Hierarchical Generation of Symbolic Music Using Cascaded Diffusion Models,” ICLR, 2024.
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Cascaded Diffusion Models (wang et al., 2024)
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Time|(Beat)

Ziyu Wang, Lejun Min, and Gus Xia, “Whole-Song Hierarchical Generation of Symbolic Music Using Cascaded Diffusion Models,” ICLR, 2024.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan

(Source: Wang et al., 2024)
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Cascaded Diffusion Models (wang et al., 2024)
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Ziyu Wang, Lejun Min, and Gus Xia, “Whole-Song Hierarchical Generation of Symbolic Music Using Cascaded Diffusion Models,” ICLR, 2024.
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Cascaded Diffusion Models (wang et al., 2024)

Level 2 Level 3 Level 4

) Reduced melody Lead melody .
| - T T L= T, 7L e Accompaniment
g — J A= — = -
Chord T —
— 4 = T - oz- T ) et T T
— — T - — — e P
—— - J \ ] J F —
Time (Step) Time (Step) Time (Step)

(Source: Wang et al., 2024)

wholesonggen.github.io

Ziyu Wang, Lejun Min, and Gus Xia, “Whole-Song Hierarchical Generation of Symbolic Music Using Cascaded Diffusion Models,” ICLR, 2024.
Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Music Infilling Models

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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DeepBach (Hadjeres et al., 2017)

D5, ,E5,F5,D5,__,_ ., __,C5,_, ., ,E5
A4f r r PG4f
c4, ., ., ,B3, ., ., ,G3,_,_ ., ,A3
F3I_ID3.F_!G3F 14 4 IC2! r r IC#Z
1, 2, 3, 4)(1, 2, 3, 4)[1, 2, 3, 4) 1
o, 0, 0, 0, o, 0, 0,01, 1, 1, 1) O

(Source: Hadjeres et al., 2017)

Gaétan Hadjeres, Francois Pachet, and Frank Nielsen, “DeepBach: a Steerable Model for Bach Chorales Generation,” ICML, 2017. 43
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DeepBach (Hadjeres et al., 2017)

o

fE5fF5fD5’ F—r fC5'—'_f—
R I ’gi'—' —r— Algorithm 1 Pseudo-Gibbs sampling
D3, G302, 1: Input: Chorale length L, metadata M containing lists
2r 3, 4, 1,02, 3,4, 1, 2, 3, 4 of length L, probability distributions (py,p2,ps3. ps),
0, 0, 0, 0, 0, 0, 0, 1, 1, 1, 1 : L ’ ’
‘ i maximum number of iterations M
2: Create four lists V = (V;, V5. V3, Vy ) of length L
embedding embedding ( 1, ¥2, ¥3> 4} g

s

: {The lists are initialized with random notes drawn from
Y Y the ranges of the corresponding voices (sampled uni-

Deep RNN Deep RNN . .. .
> < formly or from the marginal distributions of the notes)}

Y

Neural Netwark 4: for m from 1 to M do
eural Networ . . .

! 5:  Choose voice i uniformly between | and 4

Merge 6:  Choose time ¢ uniformly between 1 and L
Y 7:  Re-sample V} from p;(V}|V\; . M., 0;)
Neural Network 8- end for
9: Olltpllt: V= (Vl, Vg, Vg, V:l)
(Source: Hadjeres et al., 2017)

Gaétan Hadjeres, Francois Pachet, and Frank Nielsen, “DeepBach: a Steerable Model for Bach Chorales Generation,” ICML, 2017. 44
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DeepBach: Reharmonization Examples (Hadjeres et al., 2017)

youtu.be/QiBM7-5hA60

Gaétan Hadjeres, Francois Pachet, and Frank Nielsen, “DeepBach: a Steerable Model for Bach Chorales Generation,” ICML, 2017.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Coconet (Huang et al., 2017)

 Based on Orderless NADE (Uria et al, 2014)
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(Source: Huang et al., 2019)

Benigno Uria, lain Murray, and Hugo Larochelle, “A Deep and Tractable Density Estimator,” ICML, 2014.
Cheng-Zhi Anna Huang, Tim Cooijmans, Adam Roberts, Aaron Courville, and Douglas Eck, “Counterpoint by Convolution,” ISMIR, 2017.
Cheng-Zhi Anna Huang, Tim Cooijmans, Monica Dinculescu, Adam Roberts, and Curtis Hawthorne, "Coconet: the ML model behind today's Bach Doodle,” Magenta Blog, 2019.
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Coconet (Huang et al., 2017)

-““"
i> f model
[> Pregia
. :
S ._,-L__ _-./. ons

@ sample

.

— _.-'\\..

/'70
Om,
Plete =
Oroy
s

(Source: Huang et al., 2019)

Cheng-Zhi Anna Huang, Tim Cooijmans, Adam Roberts, Aaron Courville, and Douglas Eck, “Counterpoint by Convolution,” ISMIR, 2017.
Cheng-Zhi Anna Huang, Tim Cooijmans, Monica Dinculescu, Adam Roberts, and Curtis Hawthorne, "Coconet: the ML model behind today's Bach Doodle,” Magenta Blog, 2019. 47
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Coconet (Huang et al., 2017)

(Source: Huang et al., 2017)

Cheng-Zhi Anna Huang, Tim Cooijmans, Adam Roberts, Aaron Courville, and Douglas Eck, “Counterpoint by Convolution,” ISMIR, 2017.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Coconet (Huang et al., 2017)
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(Source: Huang et al., 2017)

Cheng-Zhi Anna Huang, Tim Cooijmans, Adam Roberts, Aaron Courville, and Douglas Eck, “Counterpoint by Convolution,” ISMIR, 2017.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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JS Bach Doodle with Coconet (2019)

youtu.be/XBfYPp6KF2g & magenta.tensorflow.org/coconet

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan

doodles.google/doodle/c

elebrating-johann-
sebastian-bach/
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Music FaderNet (Tan & Herremans, 2020)

P regularized d-th dimension of z; Low—l_evel f?ature Iat?els (abun_dant} I-!igh-leyel fea\_ture Iabf—:ls (scarce:)
t Trained via supervised learning Trained via semi-supervised learning
—»{a(z:1|X) n —>»| d(z) —)[ Iyll | —»| plei|z) > ¢
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(Enforce low-level features on latent spaces) (Infer high-level features from latent vectors)

(Source: Tan & Herremeans, 2020)

Hao Hao Tan and Dorien Herremans, “Music FaderNets: Controllable Music Generation Based On High-Level Features via Low-Level Feature Modelling,” ISMIR, 2020.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Valence-Arousal Model for Emotion

Draconichiaro, CC By-SA 4.0, via Wikimedia Commons

Arousal (+)
7' N
Tense | Alert
Angry Excited
j,’ Distressed / \ Happy
< Sad Content
Depressed Relaxed
. Yy
@ Bored Calm 5
A\ 4

Arousal (-)

(Source: mrAnmol)

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Music FaderNet (Tan & Herremans, 2020)
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(Source: Tan & Herremeans, 2020)

music-fadernets.github.io

Hao Hao Tan and Dorien Herremans, “Music FaderNets: Controllable Music Generation Based On High-Level Features via Low-Level Feature Modelling,” ISMIR, 2020.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Music SketchNet (Chen et al., 2020)

Past Context Future Context
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(Source: Chen et al., 2020)

Ke Chen, Cheng-i Wang, Taylor Berg-Kirkpatrick, and Shlomo Dubnov, “Music FaderNets: Controllable Music Generation Based On High-Level Features via Low-Level Feature Modelling,”

ISMIR, 2020.
Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Music SketchNet (Chen et al., 2020)
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(Source: Chen et al., 2020)

Future Context

Ke Chen, Cheng-i Wang, Taylor Berg-Kirkpatrick, and Shlomo Dubnov, “Music FaderNets: Controllable Music Generation Based On High-Level Features via Low-Level Feature Modelling,”

ISMIR, 2020.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Topics of Symbolic Music Generation

Unconditional

Symbolic music generation

@ > melody
Melody
-0 - lead sheet{ & chords

=@ = sheet music

Conditional

Automatic arrangement
- Melody - lead sheet
- Melody - multitrack
- Lead sheet - multitrack
- Solo - multitrack

= Multitrack - simple version

Performance rendering

- Sheet music - performance

Improvisation systems

- Performance - performance

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan

Multimodal

X-to-music generation
= Text 2 music

-Video = music

= Gestures -2 music

- Motions - music

= Brain waves - music

= X =2 music

57



Recap

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Two Paradigms of Symbolic Music Generation

Text-based Image-based
« Treat music like text 4 Treat music like images N
« Sharing models with natural + Sharing models with computer vision
language processing (NLP) (CV) & computer graphics (CG)
- RNNSs, LSTMs, Transformers, etc. \ - GANs, VAEs, diffusion models, etc. Y

Program_change 0,

Note on 60, Time shift 2,
Note on_60, Time shift 2,
Note_on_76, Time_shift 2,
Note_on_67, Time_shift 2,

Today's topic!

Note off 60,
Note_off_60, ——
Note off 67, —

h
/
'In
|
|
|

||
1
|
||
|
|

Note off 67, ...

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Why Piano Rolls?

gitarren

pitch

Ny

I
|
\
\

1 2 3 45 6 7 8 9101112131415 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32
time (beat)

Many musical patterns like melodies, chords, scales and arpeggios
are translational invariant in the temporal and pitch axes

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Generative Adversarial Nets (GANS) (Goodfellow et al., 2014)

The generator aims to make the fake
samples indistinguishable from the
real samples for the discriminator The discriminator aims to
: tell the fake samples
from real samples

Random noise Fake samples
@ S 1 62 \ Real/fake
X~DPx

Real samples

lan J. Goodfellow, Jean Pouget-Abadie, Mehdi Mirza, Bing Xu, David Warde-Farley, Sherjil Ozair, Aaron Courville, and Yoshua Bengio, “Generative Adversarial Networks,” NeurlPS, 2014. 61

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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MidiNet (vang et al., 2017)

o ik o
%Sure Conditioner CNN %u,e K B B

r
‘..\.N convi conv2  convd  conv4 *\ N Ide"Ogr €s¢;
i : S Congis: len
2 [ ~— B ' o . 2 o Itlons

D pro1ect and reshape
horg gy
m,..’ ] \]ID

Examples of
generated music

"Ogres
f T —_— [0,1]
I I W 7\7\) B :_,
project and reshape transposed  transposed transposed transposed convi conv2 fully connected output
conv1 conv2 conv3 conv4
Generator CNN Discriminator CNN

(Source: Yang et al., 2017)

Generate the next measure given the previous one
(measure by measure)

Li-Chia Yang, Szu-Yu Chou, and Yi-Hsuan Yang, “MidiNet: A Convolutional Generative Adversarial Network for Symbolic-domain Music Generation,” ISMIR, 2017.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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MidiNet (vang et al., 2017)

Epoch 1

Epoch 5

Epoch 10

Epoch 15

Epoch 20

Ground
truth

(Source: Yang et al., 2017)

Li-Chia Yang, Szu-Yu Chou, and Yi-Hsuan Yang, “MidiNet: A Convolutional Generative Adversarial Network for Symbolic-domain Music Generation,” ISMIR, 2017.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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MuseGAN (Dong et al., 2018)
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(Source: Dong et al., 2018)

Hao-Wen Dong, Wen-Yi Hsiao, Li-Chia Yang, and Yi-Hsuan Yang, “MuseGAN: Multi-track Sequential Generative Adversarial Networks for Symbolic Music Generation and
Accompaniment,” AAA/, 2018.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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MuseGAN (Dong et al., 2018)

Examples of
generated music

The generator improves over time :
>
bass |-l oo _ L . I e
drum Eeemssit e 0 |
guitar T e 8 i
strings o S = S Eess— ————————————
piano I r = | I e e g
step 0 (A) step 700 (B) step 2500 (C) step 6000 (D) step 7900 (E)
(Source: Dong et al., 2018)

Accompaniment,” AAAI, 2018.

Hao-Wen Dong, Wen-Yi Hsiao, Li-Chia Yang, and Yi-Hsuan Yang, “MuseGAN: Multi-track Sequential Generative Adversarial Networks for Symbolic Music Generation and

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Diffusion Models (Ho et al., 2020)

- Intuition: Many denoising autoencoders stacked together

Denoising
Pe Xt— 1|Xt
@ H H @ @ H . . . H
Xt|xt 1) :
DIfoSIOn (Source: Ho et al., 2020)

Jonathan Ho, Ajay Jain, and Pieter Abbeel, “Denoising Diffusion Probabilistic Models,” NeurlPS, 2020.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Diffusion Models (Ho et al., 2020)

- Intuition: Many denoising autoencoders stacked together

Remove noise gradually
(Backward diffusion process)

Usually, T > 1000

\‘_—’

PeXt1|Xt
SR T

(Source: Ho et al., 2020)

Add noise gradually
(Forward diffusion process)

Jonathan Ho, Ajay Jain, and Pieter Abbeel, “Denoising Diffusion Probabilistic Models,” NeurlPS, 2020.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Polyffusion (Min et al., 2023)

qQ(Xelxp-1)

e ey me—iS i = Sy e s

Po(Xx¢-11x¢)

(Source: Min et al., 2023)

polyffusion.github.io

Lejun Min, Junyan Jiang, Gus Xia, and Jingwei Zhao, “Polyffusion: A Diffusion Model for Polyphonic Score Generation with Internal and External Controls,” ISMIR, 2023.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Cascaded Diffusion Models (wang et al., 2024)

Level 2 Level 3 Level 4

) Reduced melody Lead melody .
| - T T L= T, 7L e Accompaniment
g — J A= — = -
Chord T —
— 4 = T - oz- T ) et T T
— — T - — — e P
—— - J \ ] J F —
Time (Step) Time (Step) Time (Step)

(Source: Wang et al., 2024)

wholesonggen.github.io

Ziyu Wang, Lejun Min, and Gus Xia, “Whole-Song Hierarchical Generation of Symbolic Music Using Cascaded Diffusion Models,” ICLR, 2024.
Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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DeepBach (Hadjeres et al., 2017)

o

fE5fF5fD5’ F—r fC5'—'_f—
R I ’gi'—' —r— Algorithm 1 Pseudo-Gibbs sampling
D3, G302, 1: Input: Chorale length L, metadata M containing lists
2r 3, 4, 1,02, 3,4, 1, 2, 3, 4 of length L, probability distributions (py,p2,ps3. ps),
0, 0, 0, 0, 0, 0, 0, 1, 1, 1, 1 : L ’ ’
‘ i maximum number of iterations M
2: Create four lists V = (V;, V5. V3, Vy ) of length L
embedding embedding ( 1, ¥2, ¥3> 4} g

s

: {The lists are initialized with random notes drawn from
Y Y the ranges of the corresponding voices (sampled uni-

Deep RNN Deep RNN . .. .
> < formly or from the marginal distributions of the notes)}

Y

Neural Netwark 4: for m from 1 to M do
eural Networ . . .

! 5:  Choose voice i uniformly between | and 4

Merge 6:  Choose time ¢ uniformly between 1 and L
Y 7:  Re-sample V} from p;(V}|V\; . M., 0;)
Neural Network 8- end for
9: Olltpllt: V= (Vl, Vg, Vg, V:l)
(Source: Hadjeres et al., 2017)

Gaétan Hadjeres, Francois Pachet, and Frank Nielsen, “DeepBach: a Steerable Model for Bach Chorales Generation,” ICML, 2017. 70
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Coconet (Huang et al., 2017)
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(Source: Huang et al., 2019)

Cheng-Zhi Anna Huang, Tim Cooijmans, Adam Roberts, Aaron Courville, and Douglas Eck, “Counterpoint by Convolution,” ISMIR, 2017.
Cheng-Zhi Anna Huang, Tim Cooijmans, Monica Dinculescu, Adam Roberts, and Curtis Hawthorne, "Coconet: the ML model behind today's Bach Doodle,” Magenta Blog, 2019. 71
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Coconet (Huang et al., 2017)

(Source: Huang et al., 2017)

Cheng-Zhi Anna Huang, Tim Cooijmans, Adam Roberts, Aaron Courville, and Douglas Eck, “Counterpoint by Convolution,” ISMIR, 2017.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Music FaderNet (Tan & Herremans, 2020)

P regularized d-th dimension of z; Low—l_evel f?ature Iat?els (abun_dant} I-!igh-leyel fea\_ture Iabf—:ls (scarce:)
t Trained via supervised learning Trained via semi-supervised learning
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(Source: Tan & Herremeans, 2020)

Hao Hao Tan and Dorien Herremans, “Music FaderNets: Controllable Music Generation Based On High-Level Features via Low-Level Feature Modelling,” ISMIR, 2020.

Hao-Wen Dong, Music and Al (PAT 463/563), University of Michigan
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Music FaderNet (Tan & Herremans, 2020)
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(Source: Tan & Herremeans, 2020)

music-fadernets.github.io

Hao Hao Tan and Dorien Herremans, “Music FaderNets: Controllable Music Generation Based On High-Level Features via Low-Level Feature Modelling,” ISMIR, 2020.
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Music SketchNet (Chen et al., 2020)
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(Source: Chen et al., 2020)
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Music SketchNet (Chen et al., 2020)
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Audio-domain Music Generation
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